Performance Measurement Business Case

Executive Summary

Extremely high network speed and reliability have become critically important for a number of research and educational applications around the world.  End users expect data to travel at speeds unimaginable just ten years ago.  Bandwidth overload is often considered the best remedy for performance problems, as “fatter pipes” would allow more data through and resolve any observable delays or loss.  Unfortunately, bandwidth alone cannot solve all performance problems.  While those with superior technical know-how can nearly always use a system to full (or near full) potential, the average user often experiences less than optimal performance and has nowhere to turn for help. Internet2 has always held that Quality of Service (QoS) will solve reliability problems experienced through the commercial Internet.  Harnessing the technical know-how of networking “wizards” Internet2 has developed a series of tools that identify common networking problems and aid both network administrators and end-users in the resolution of difficult performance problems.  Through the participation in performance measurement networks campus engineers and end-users can now work together to resolve end-to-end performance problems. 

The end-to-end performance initiative (E2Epi) is creating a predictable and well-supported environment in which Internet2 campus network users have routinely successful experiences in their development and use of advanced Internet applications.  This initiative is improving performance problem detection and resolution throughout networking infrastructures. E2Epi is establishing a performance measurement infrastructure across Internet2 campuses and labs, performing analysis of the end-to-end path, and establishing a normal operational mode where network operations, applications, and the end-user easily can determine network capabilities and restrictions. In addition, the E2Epi is developing systems for gathering and disseminating information such as campus best practice guides, troubleshooting tips, and known problems and solutions. This overview of activities includes work projected for 2004.

Alpha University will benefit greatly from participation in this performance-focused initiative.  The deployment of measurement beacons throughout and at the edge of campus will improve the overall network performance both within the campus and to collaborating campuses and facilities.  Improved network performance meets our constituents’ expectations for the availability, reliability and speed of campus networks.  Measurement beacons and tools reduce the time required to identify, locate and resolve most network performance issues by readily isolating the problem.

Measurement is as much about policy and procedure as it is technology.  To receive the maximum advantage from a network measurement infrastructure, an institution-wide commitment is needed.  All paths within the network and servers on the edge must participate in regular testing to provide consistent and informative measurement data.  The process of locating and resolving problems becomes more of a community effort building trust and camaraderie among network engineers and end-users alike who must work across traditional boundaries to solve performance problems.

A measurement infrastructure, like the network itself, is a strategic resource that can be leveraged into multiple services across the institution.

The benefits of measurement beacon deployment are improved quality of service, empowered end-users, full utilization of network capacity, and improved network reputation.  To fully understand the impact measurement can have on the reputation and performance of the network one must consider the capital and operational costs associated with such an initiative.  We believe that gains can be realized almost immediately upon installing measurement beacons and that doing so will lay a strong foundation for future networking activities.

I. Introduction

Networking “wizards” like Matt Mathis, Terry Gray, and Claudia de Luna have long recognized the need for network performance monitoring.  A better set of tools for diagnosing transient network/system performance problems would easily alleviate the most common networking problems and result in overall performance improvements.  
There is a gap between the theoretical potential of a network and the speed at which it actually delivers data to a given application.  The larger the gap, the more poorly your network is performing.  Measuring this performance gap helps network engineers track the way that speed and reliability vary over time and across applications.  Discussing end-to-end measurement places the focus on the end-user’s experience and this, after all, is what we want to improve.  Capturing such data and using it to improve performance is relevant for Alpha University because of the many data-intensive research projects taking place on campus.  Campus researchers are concerned with the overall performance and end result of particular applications.  Application performance is reliant on network performance.  The performance of the network is the concern of the various network operators along the path of the connection – including those on campus.  Both groups have different and separate areas of technical focus and expertise.  The tools and initiatives developed in support of end-to-end performance monitoring must bridge these groups and provide support for their individual goals. 

Due to the nature of the Internet the identification and resolution of end-to-end performance problems can be very difficult.  As data bounces along routers between various domains (operated by different organizations and administered by different individuals) there is little the end-user can do to isolate a problem.  However, with performance measurement tools an end-user can help to identify where a problem might be and inform the appropriate network administrator of their difficulties.  Armed with specific data from the user the network administrator is more inclined, and better equipped, to track down and resolve the problem.  

It is unfortunate that we have waited so long to implement performance-monitoring systems.  Had the original architects of the Internet envisioned the many ways in which it is being used today to transfer vast amounts of information such systems would, most likely, have been built into the system’s original architecture.  Engineers once believed excess bandwidth would solve all performance problems and that monitoring would not figure into quality service provision.  This has not proven to be the case and the deployment of these services should not be delayed any further.  Due to years of poor or inconsistent quality of service from campus networks the expectations of users have fallen.  Yet their reliance on and need for network performance has risen as applications have become more complex and data-driven.  Problems are patched in emergency situations and little attention is paid to underlying causes.  Network administrators often allow the technology to operate below its full capacity because of the difficulty in locating and resolving performance problems.  The overall result is a poor reputation for what could be a state-of-the-art network with a strong information support team to work.  Leveraging the experience of “wizards” already employed by the institution and lessons already learned can inform troubleshooting to a much greater extent.  Measurement can also help for future capacity planning so that growth can be anticipated and similar issues in the future can be avoided.  In particular, performance measurement can address the following institutional goals:

· Quality control within network

· Quality control across peering agreements

· End-user satisfaction

· Improved reputation of research initiatives on campus

Campus participation is crucial to the effectiveness of end-to-end performance monitoring because most of the work (and workers) are on campus.  Participating in network measurement activities will enable researchers to resolve end-to-end problems quickly and easily.  Researchers, educators, and professionals on participating campuses and in labs will benefit from the efforts to increase performance.

This document focuses on the importance of network performance measurement in developing and growing high-speed networks on and between campuses and the role of measurement services in strategic planning.  

II. Statement of Opportunity

Ever-increasing network speeds and the construction of applications to exploit them are driving network administrators to meet the needs of a much more demanding research community.  Researchers on campus and in labs have increasing expectations of network performance as applications become more sensitive and dependent on consistent, high-quality network performance.

CIOs and the networks they administrate find themselves poised to benefit from the implementation of extensive measurement tools.  A number of drivers both inside and outside our institutions are moving our campuses toward implementing this infrastructure.  They include:

Increasing requirements for interdisciplinary and inter-institutional research and collaboration.  Academic collaboration requires appropriate sharing of data and resources among institutions.  Scientific communities must be able to communicate quickly and reliably over long distances.  Massive amounts of data are sent between sites on a regular basis.  Video conferencing and other distance learning tools would also benefit greatly from monitored network performance.    

Changing needs of researchers.  As mentioned above, researchers today rely on applications that push technology to the limit.  Extremely high-speed networks are a necessity to support the applications in use today.  Basic network infrastructure must not be responsible for holding back research.

Escalating expectations for 24-7 access to and use of optimally performing technology.  On one hand, many users of high-speed applications have become used to below-optimal performance.  However, as new applications are developed and objectives are created there is a need to proactively change user expectations and improve the image of the network.

Increasing budgetary pressures.  Networks must be effective and performing well to be cost-effective.  Why rewire the network or install optical fiber if the end-to-end performance does not reflect that investment.  Make sure that your investments provide all the return they can and earn you the recognition you deserve.

III. Business Case for Performance Measurement

The implementation of a performance measurement program improves the network’s operational efficiency and cost-effectiveness by facilitating faster problem detection and resolution.  Reducing down-time and facilitating optimal usage of various applications will improve the overall quality of service.  Empowering the end-user and providing the network administrator with powerful problem detection tools will increase user-confidence both inside and outside the institution.  These benefits are described in greater detail below.

Improved Quality of Service

The quality of service required varies among applications.  Some applications are engineered for speed; others do not tolerate packet loss.  The overall quality of networking services will be improved through the provision of means for monitoring network performance on an ongoing basis so that, regardless of the performance required, engineers will be better equipped to address various problems.  Once a monitoring infrastructure is in place the task of monitoring performance and addressing evident problems will resemble maintenance more than troubleshooting.  Network administrators will act proactively to resolve networking problems and will be able to much more quickly troubleshoot those problems that are not anticipated thanks to better, more informative communication with end-users.  This reduces overall downtime and maintains a higher level of performance throughout the network.

Reduced Detection Lag

Utilizing network performance monitoring tools reduces the amount of time a network administrator must spend tracking down problems along the path in question.  Certain tools allow a data path to be broken down such that the distance between each machine on the path can be independently analyzed.  This quickly isolates the problem and enables the network administrator to contact the proper engineer to get the problem resolved.  Trial and error troubleshooting will quickly become a less-used tool as more efficient solutions are devised.

Empowered End-Users

End-users represent the ultimate customer for all networking services.  Without the use of measurement beacons and performance monitoring tools it is very difficult for end-users to participate in the resolution of problems they are experiencing.  Many users simply accept that sometimes the network is “slow” and fail to report problems.  When problems are reported the user can only provide sketchy details and the network administrator must devote a great deal of time towards tracking down the associated problems.  Through educational campaigns and regular performance testing end-users can become active participants in the resolution of network performance problems.  Not only does this help users attain the quality of service their applications require but generates positive attitudes in end-users and builds good will within the information technology department.  

Network Transparency

Providing public, or semi-public, performance measurement statistics creates an atmosphere or transparency around the network.  End-users and connecting networks alike will be able to monitor and evaluate the performance of the institution’s network.  The increased exposure creates an incentive to maintain high performance and because of our highly trained staff Alpha University can expect to build a solid reputation as a reliable and consistent networking partner.  

Specific Uses/Applications

Often the best way to describe or illustrate the recommended uses of a given technology is through the use of case studies.  Following is a list and related descriptions of types of specific performance monitoring applications known to be in production at other locations at the time of writing this document.  The tools employed and technical terms are explained more fully in the Glossary.  Application descriptions have been grouped into broad application categories to help the reader understand their role in an overall IT infrastructure.

Real time point-to-point data transfer

Tuning a path in preparation for a real time point-to-point data transfer is accomplished by testing multiple points along a network path to determine the network characteristics.  Doing so requires direct contact with the network or system administrators who control the hosts along the path to conduct Iperf tests.  These tests consume a great deal of bandwidth and administrators are, rightfully, wary of allowing others to perform such tests on their networks.  If servers along the path have installed BWCTL, testers can schedule Iperf tests remotely, without contacting the administrator because BWCTL encapsulates the Iperf test, rendering it harmless to the server.  As a result, the tester has the results he needs regarding performance and the network administrator does not have to worry about the bandwidth requirements of the test or grant privileges to individuals he or she may not know.  In addition, should a problem be noted, the tester now has data to back-up his or her claim of non-performance and the administrator of the node in question has resources to support his troubleshooting.

High-Performance Applications

While developers and users of applications would like the network to run perfectly – with high speed and zero-loss – network engineers recognize that the network will never run absolutely perfectly.  But, until applications are developed to be more robust and able to withstand common network errors, network administrators and engineers will need to be able to tweak networks to deliver near-zero packet loss.  Speed is not the only component to performance that can be of concern.  Packet-loss can often be more devastating than slow traffic on the network.  Using, and reporting, regularly to network “weather maps” can help network administrators diagnose problems on their own campus as well as point to problems along the path of interest in other domains.

High volume, regular data transfers

Occasionally, a user will experience a sudden drop in network performance while performing routine data transfers.  When end-users are familiar with performance on their systems and have a good understanding of their network topology they are better prepared to address sudden changes in network performance.  Having a set of network tools available to users will help define and isolate the problem.  When such a problem occurs, immediately talking to network staff about upgrades or modifications to the path you are on will go a long way towards quickly resolving the problem.  Simple switch and router configurations can have unforeseen consequences, especially in regards to performance and network administrators will not know of the direct impact unless end-users can inform them and back up their claims with data.

Problem Isolation

Using cakeboxes, or small, inexpensive PCs configured to register its presence with on a network so you can “find it”, network engineers can test H.323 video conferencing and other network application capabilities.  Using the cakeboxes an engineer can locate where packet loss in a transmission may be occurring.  The tests can be directionalized so that problems can be isolated to particular venues or areas of the network.  Sometimes these problems are as simple as a duplex mismatch but without tools to help identify the location of the problem the resolution becomes much more difficult.  Other diagnostic tools, such as the Network Diagnostic Tool (NDT), allow users to perform limited diagnoses from their desktop.  These easy to install and inexpensive tools quickly eliminate specific paths as possible problems and can help point to the true culprit.

Impacts

While implementing performance monitoring, a number of issues may affect our deployment.

Time and effort are required to conduct campus-wide planning, review and negotiation processes.  Educating the campus and stakeholders on the benefits and implications of network measurement is necessary for a long-term, viable implementation.  Outcomes of this deployment include developing new administrative policies and processes to enable access to and use of data by various monitoring groups and public displays.  After implementation, this education and negotiation should continue to accommodate on-going change in staff resources and institutional systems and processes.

Exploring the political implications of releasing and publishing network performance data.  Potential enduring challenges can arise when negotiating processes, data use, data ownership, and application of data with stakeholders on and off campus.  Who determines what reasonable thresholds for performance are, for example?  Who is responsible for performance and what happens as a result of poor performance?

Assessing the legal impact or risk of litigation.  If the institution participates in peering agreements that specify minimum performance guarantees some risk assessment should be completed to determine what the ramifications are for an uncooperative or unresponsive node operator who repeatedly fails to participate in the repair of a network or light path.

One-time costs to establish measurement beacons, install software.  Depending on the size and scope of the measurement project we will need to plan for short-term increased or re-purposed staff-time devoted to installing software and monitoring performance closely to ensure proper measurement techniques and build the measurement infrastructure.  Additional resources and guidelines will be needed as more applications use this new infrastructure.  For example, policies and requirements for identifying what individuals and research teams may or must utilize the measurement infrastructure and what type of access they are given will have to be codified.  These are important considerations in ongoing maintenance.

IV. Project and Financial Overview

A measurement deployment on our campus will provide a financial benefit for existing and future network initiatives.  In Phase 1 we will assess the measurement infrastructure and deploy measurement beacons at strategic locations on campus.  Phase 2 will see the continued deployment of beacons around campus as those beacons are leveraged to create a campus-wide testing and measurement net.  It should be noted that Phase 2 will require additional capital and ongoing operating funds as new beacons are deployed to particular research efforts and existing ones are configured to match our needs.  A full mesh of regular tests and the ability of engineers to monitor particular paths on demand will mark Phase 3.  This final phase can be considered a maintenance phase and will continue into the future.

It is important to note that the bulk of Phase 1 of the project costs will be incurred across the University, comprising staff time spent by IT technical personnel and data custodians.

Funding Sources

There are a number of methods of securing funds for both phases of this project and our final decision will depend largely on the interests and expertise of the existing staff as well as their level of commitment to other production systems.  It is possible to absorb the cost of staffing into existing initiatives or ongoing operational budgets.  Alternatively, this may be submitted to management for funding as a new initiative.  This decision will depend largely on funding availability and our willingness and capacity to take on new initiatives.

Scenario 1 – Absorbing the staffing cost

Measurement, in a general sense, is a technical subject but most users can easily recognize the value of monitoring network performance.  On the surface they will see it as a crucial part of any system architecture.  However, the details surrounding measurement are very technical and it is difficult to convey to persons not knowledgeable about the subject how or why this can be so complicated.  We can pursue the planning and information gathering stages in parallel with identifying the funding sources.

Using existing staff allows us to start Phase 1 earlier and has a number of effects.

· The project will not pose as much risk when mingled with other ongoing initiatives

· The project will begin sooner, but require a longer project cycle than if funded on its own.

· The expertise and existing knowledge of the network infrastructure held by our staff will be leveraged.  

· Existing relationships with different research centers and end-users on campus may promote the adoption of measurement.

· Participation on the beacon placement team will provide interesting challenges to senior staff and development opportunities for junior staff.  Such a project could be considered as part of a staff-retention package.

Scenario 2

The second scenario entails seeking funding for additional staff to work on or release existing personnel to design and deploy the enterprise directory.  While the cost is not considerable (see table below) it will still impact budgets and it is very difficult to implement new services while supporting existing production ones.  We estimate Phase 1 will require an additional six months to complete if not augmented with additional staff.

Project Phases

Phase 1 – Beacon Deployment

As noted earlier, the initial planning and tasks can be accomplished without incurring capital costs.  Once software and hardware platforms are identified, however, we will review current inventory and order those pieces necessary to complete the beacon installations.  Phase 1 of the project entails:

· Assembling the Measurement team including new or existing staff.  We will decide how to include University data custodians in this process as well.

· Surveying our campus environment and identifying all systems that would benefit from participating in measurement activities.

· Surveying potential beacon placement sites.

· Deciding how to leverage existing boxes or create new ones.

· Developing the measurement infrastructure and identifying the required data flow in and out of the system – how centralized will the system be?  Where will data be stored? Will monitors notify local administrators of problems?

· Meeting with data owners to obtain permission for the inclusion of their data in the measurement reports and, if possible, establish an ongoing forum for regular discussions regarding overall performance.

· Ordering and deploying new equipment (as needed) and installing software.

· Developing an ongoing budget to continue the operation and development work needed to integrate measurement into new and existing projects.  This budget will include the maintenance contracts for the servers and software, as well as an expansion capacity for future capacity requirements.

Phase 1 – Projected Costs

The deployment of our measurement infrastructure is highly dependent on how densely we place our beacons and which tools we incorporate into our measurement plan.  The anticipated cost of a typical deployment for a campus of this size is provided below.  In this case, the architecture is sized to handle x beacons running OWAMP, x beacons running BWCTL and x NDT deployments to end-users.  We will have one central data repository and posting of data will be handled manually in this first phase.  

Phase 1 will take approximately 6 months to complete for scenario 1 and 1 month for scenario 2.

Insert table of costs………need to reflect differences in cost of boxes based on tool type.  What is a typical (or at least sample) full-campus deployment? Be sure to describe campus size somehow as well so it is clear how this might change for an atypical campus.

Phase 2 – Leveraging Beacons/Campus-wide Deployment

In the short tem, network administrators see timesavings near five times the investment of installing measurement beacons (made that up).  The final savings depends on the number of users, the number of nodes along popular light paths, and the upkeep of measurement data.  In the long term, strategic initiatives such as quality of service for particular applications and 100% availability across the campus will be realized.  There are several components to consider when building the return on investment model.

Cost Savings are realized through the reduction in IT resources required when a performance problem is identified.  This is not always quantifiable in dollars but is realized in the amount of time freed up for IT personnel to spend on alternate tasks.  Economies of scale are realized as more staff achieve “wizard” status and are able to quickly identify and remedy common problems and effectively analyze and diagnose more novel difficulties.

Lost Productivity is traditionally not measured in the research environment; however, in today’s competitive environment for research dollars it should be very important.  Predictable and reliable network performance can enable research teams to better utilize the networking services available and produce results more quickly thus feeding more research funding into the system.

Increased Opportunity is available to the University because newer and more demanding applications can be deployed on our networks quickly and easily while ensuring that existing applications are left undisturbed.

Phase 2 – Sample ROI for a Leveraged Set of Beacons

Again, we need to determine what a typical set up will be and then consider what kind of return we might see.  This may be more detail than we can provide – in which case we can just scrap these sections.

Phase 3 – Full Mesh of Regular Tests between Campuses

In the longer tem, network administrators will see vast improvements in their ability to diagnose performance problems as campuses surrounding them and those with whom they regularly swap data also implement beacons and monitoring policies.  Ideally, measurement beacons would reach a critical mass, at which point any interesting or important path along the network could be decomposed for analysis by a single network administrator without the need to contact node operators or gain special access privileges.  Supporting data will back problems that are identified and the interested parties can resolve inter-domain performance issues.

Phase 3 – Sample ROI for Regular Tests

Can we use the David Lapsley case study as an example of how this works out for those who use the tools regularly?  I’m not sure I truly understand what it means to do monitoring on a regular basis.

V. Recommendation

As noted earlier, IT infrastructures, such as our network and administrative systems, are strategic resources that, once built, can be leveraged to service needs across the institution. Deploying a measurement infrastructure enables such leveraging.  In fact, it allows us to further use our network to offer tailored, secure, and reliable services in areas of teaching and research that we cannot offer now.  Transparent reporting and observable meeting of peering and service level agreements builds trust and helps recruit future research efforts.  Measurement allows us to broaden our future service possibilities through anticipation of future needs.  Once these beacons, processes, and technical systems are in place, the effort to quickly assess new services or modify existing ones is minimal compared with today.

Furthermore, the deployment of performance monitoring tools supports our institutional goals of:

· Quality-of-service to meet the researchers’ needs.

· High-speed delivery and optimal use of networking resources.

· Guarantees of access.

· Minimizing technology staff for troubleshooting

Therefore, based on the short payback period, the relatively low risk, and the direct contribution to our institution’s goals, we recommend approval for the following:

· Deployment of a measurement infrastructure and related services, as outlined in Phase 1 of the project.

· Implementation beginning as soon as possible.

VI. Glossary

